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Executive Summary 
This proposal presents a web platform named LLM Based Automated Assembly Guide, which converts product PDFs into persona-aware step by step assembly instructions. The phase scope is PDF only input. Our targets are a 30% reduction in first pass defects, a 10% faster assembly time, a System Usability scale score of at least 75, data mapping accuracy of above 90%, and a planner precedence compliance verified by unit test. The system parses PDFs to build an assembly graph. An LLM generates structured JSON steps that list involved parts, required tools, cautions and success checks. The web fronted offers inline PDF previews, search, a step viewer, and a chat-style clarification interface. The team is split into different roles as we all specialize in different fields. We will restrict the LLM to structured output and validate outputs with the planner and unit tests. We will implement robust parsing heuristics to meet the mapping accuracy target, while enforcing engineering constraints in the planner and surface cautions and success checks in the UI. The project will implement quality measures including unit test for planner logic, validation checks for data mapping, SUS based usability testing (System Usability Scale), and safety reviews aligned with ISO 12100. Although, there are some risks involved which may affect overall effectiveness; these include LLM hallucinations, PDF parsing errors, torque and safety errors. 
To ensure clear value and deployability, we will call out primary stakeholders and product engineers, technical writers, line supervisors and end-users then tie expected ROI to reduced support calls, returns, rework and faster onboarding that result to meeting the proposal targets. Success will be validated with a concrete evaluation plan: establishing a baseline and a gold standard labelled dataset, measure data mapping accuracy against that gold set, run controlled times assembly trials with persona matched participants to measure time and defect improvement s and collect SUS scores with N≥ 10 participants per round
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[bookmark: _Toc212757607]1. Problem Definition 
[bookmark: _Toc212757608]1a. Problem Description 
Assembly instructions play a critical role in guiding users through the construction of products, from consumer items like flat pack furniture and electronics to complex systems used in industrial manufacturing. Despite this importance, traditional methods of delivering assembly instructions are often inadequate. Most products still ship with printed manuals or static PDFs that assume a single, universal sequence of steps. These instructions tend to be rigid, generic, and difficult to follow, especially for inexperienced users. They are not tailored to individual needs, levels of experience, language comfort, or preferred learning style [1], [2], [6].
Users frequently struggle with conventional 2D diagrams and minimal text descriptions because these materials lack spatial context. Flat, perspective limited drawings force the user to infer how parts align in three dimensions, which increases guesswork and slows down assembly [1]. Ambiguous phrasing, missing intermediate steps, and mistranslated or overly technical wording can all lead to confusion and avoidable mistakes [1], [2]. In practice, this results in a trial-and-error assembly process that can become frustrating, time consuming, and error prone [1], [2]. In consumer contexts, unclear or incomplete instructions are a major driver of support calls, product returns, and damaged components during assembly [2]. In industrial contexts, the stakes are higher: misinterpreting an assembly step can lead to production delays, rework, safety incidents, or quality defects that propagate down the line [3], [4], [6].
These failures are not only an end-user experience problem. On the manufacturing side, generating high quality instructions is itself slow and costly. In most cases, engineers or technical writers must manually interpret the CAD model of a product, decide on an assembly order, extract and label the relevant components, and then create illustrations and written steps by hand [3], [11]. This manual pipeline is labour-intensive and error prone. Even small design changes can invalidate several steps of an existing instruction set, forcing the documentation team to redo screenshots, diagrams, and text updates for each affected step [3]. Because this work is tedious and repetitive, engineers often spend more energy producing instructions than improving the manufacturability of the product, which creates an organizational bottleneck [3]. This also means that instructions are often out of date, incomplete, or overly generic by the time they reach the person doing the assembly.
Beyond clarity and maintainability, current instruction formats also create cognitive overhead. Human operators on an assembly line already deal with high intrinsic task complexity. Traditional instructions add to that load by forcing workers to mentally map between a step in a binder or PDF and the real, physical workspace in front of them [5]. This constant context switching, plus the need to interpret abstract drawings, increases mental effort and contributes to fatigue, slower throughput, and higher error rates [5]. Importantly, traditional instructions are static: they do not respond when the user makes a mistake, gets stuck, or moves too quickly. There is no mechanism for adaptation. Training in industry is still largely one size fits all, even though assembly workers differ widely in experience, pace, accuracy, and familiarity with the product [8].
Taken together, the current state of assembly instruction delivery is characterized by three systemic problems. First, instructions are hard to follow, non interactive, and cognitively demanding for users, which leads to errors [1], [2], [5]. Second, instructions are expensive and slow to generate and keep up to date, because they are still produced manually from CAD and tribal knowledge [3], [6], [11]. Third, instructions are not personalized. They do not adapt to user skill level, their real-time progress, or the exact product configuration being assembled [5], [8], [12].
Recent advances in digital manufacturing and AI present an opportunity to change this. Large Language Models (LLMs) can generate procedural, step by step instructions in natural language, answer clarification questions, adapt tone and level of detail to the user’s expertise, and even provide alternative explanations if the user is confused [7], [9]. Computer vision and augmented reality (AR) can track assembly state in real time, highlight the exact part or location the user should interact with, and detect errors early instead of at the end of the process [10], [13], [15]. Human-computer interaction (HCI) research shows that delivering guidance in context, at the right time and in the right modality, can reduce cognitive load and speed up learning [5], [10], [14]. Finally, the product’s CAD data can be used directly to drive instruction generation and visualization. Instead of a human manually redrawing steps, algorithms can analyze the CAD structure, infer assembly order, and generate visual and textual guidance aligned with the actual design intent [3], [11].
The project addressed in this report is motivated by these developments. The core problem we are addressing is: how can we leverage AI, specifically LLMs combined with computer vision, CAD-driven product understanding, and user centered interface design, to generate personalized, adaptive, and context aware assembly instructions that reduce error, reduce cognitive load, and improve efficiency for both novice and expert users?
In summary, the problem is not just that traditional instructions are “bad.” The deeper issue is that instructions today are static, fragile, and blind to context. They do not know who the user is, what step they are on, or what has gone wrong. The goal of this project is to create the foundation for a system that can do all of those things: perceive, interpret, instruct, and adapt.
[bookmark: _Toc212757609]1b. Background Information and Literature Review
Traditional assembly instructions, whether printed manuals or static PDFs, are known to create usability problems for both consumers and industrial operators. A recurring issue is lack of clarity. Many instruction booklets assume that a single exploded view diagram and short caption are enough for the user to infer fit, orientation, fastener type, and sequence, which is often not true in practice [1], [2]. These 2D representations usually present only one viewpoint of the part or subassembly, so the user must mentally rotate and align components in 3D. This mental reconstruction effort leads to confusion, guesswork, and step reversals [1]. Manuals also frequently include minimal or poorly localized text in order to keep translation costs low, but that often results in ambiguous or overly technical language that is hard for non-experts to follow [1], [2]. Industrial and consumer studies both report that unclear or incomplete assembly instructions correlate with higher error rates, increased support contacts, and in some cases product damage or safety risk during assembly [2], [6].
Another problem with traditional instruction delivery is cognitive load. Cognitive load theory distinguishes between the inherent difficulty of a task and the added “overhead” caused by how that task is explained. On a shop floor, workers are already dealing with high intrinsic complexity: many parts, tight tolerances, and process constraints. Static instructions add extraneous load by forcing the worker to constantly look away from the workpiece, interpret a generic diagram, then map that interpretation back onto the real parts in front of them [5]. This back-and-forth attention switching slows performance, increases fatigue, and contributes to avoidable mistakes. Since static instructions cannot confirm whether the worker picked the right part, aligned it correctly, or skipped a step, mistakes often propagate forward and are only caught during inspection or testing at the end of the process [5], [6]. That late discovery is expensive.
A third limitation of current methods is their inability to adapt to the person doing the work. The same manual is handed to a first-day hire and a 20-year veteran. The first may need rich explanations, safety rationales, and warnings about common errors. The second likely wants a concise checklist. Industrial training researchers note that most instruction and training pipelines still do not adapt to individual skill levels, even in environments with large variation in worker ability, attention, and familiarity with specific assemblies [8]. This mismatch between instruction style and user ability can lead to overload for novices and disengagement for experts.
Because of these shortcomings, there has been major interest in more interactive and adaptive approaches. Augmented Reality (AR) systems overlay visual guidance directly into the user’s physical workspace. Rather than reading a diagram and guessing which hole to use, the AR system can highlight the exact hole on the actual part that needs a fastener, or show a ghosted 3D model of how two components should be aligned [10], [13], [14]. Research in AR-guided assembly has shown that such in-place guidance can reduce cognitive effort, lower error rates, and shorten task completion time compared to paper-based instructions [10], [13]. This happens because AR removes the need for mental mapping: instead of interpreting abstract diagrams, the user sees contextual cues anchored to the physical object. For new or complex assemblies, AR support has also been shown to reduce the learning curve and help prevent costly mistakes early in the task [10], [13], [14].
Computer vision is what allows these AR systems to become intelligent rather than static overlays. Modern object detection and segmentation models (for example, models based on YOLO or SAM style architectures) can identify specific components, track their placement, and infer task state from camera input [15]. Combined with AR, this enables “you are here” style feedback: the system can tell which step has been completed, what remains to be done, and whether the wrong part appears to be used. Newer AR task guidance systems also incorporate categorically different visual prompts, such as arrows indicating direction of motion, semi-transparent “ghost” parts showing final pose, animated hand gestures demonstrating how to grip and insert a part, or contextual widgets that provide timing or safety warnings [13], [14]. These richer visual elements go beyond highlights and labels and move toward instruction that looks and behaves like a skilled supervisor standing next to you.
Alongside vision and AR, Large Language Models have emerged as a promising engine for generating and adapting procedural instructions in real time. LLMs such as GPT-4 can produce human-readable, step by step instructions given structured inputs like a bill of materials or an assembly breakdown [7], [9]. Critically, they can also answer follow-up questions from the user in natural language. Instead of flipping through a manual, the user can ask: “Why isn’t this fitting?” or “Do I tighten this now or later?” and the model can respond with context-aware guidance. Prior work has shown that LLMs can automatically generate task guidance that is tailored to the current goal and can be adjusted to different levels of user expertise [7], [9], [13]. This makes the instruction experience conversational rather than one-directional. Additionally, LLMs enable natural-language interfaces for interacting with automation. In recent human-robot collaboration studies, LLMs were used to interpret spoken operator instructions and translate them into robot actions, significantly lowering the communication barrier between human workers and robotic assistants on the line [12]. This is an important direction, since future assembly environments will increasingly rely on human-robot collaboration, and clear, fluid communication is essential for safety and productivity [12], [14].
Another crucial development is the use of CAD data as a source of truth for generating instructions. CAD models encode not only geometry but also component hierarchy, mating constraints, and assembly intent. Traditionally, engineers manually export snapshots from CAD and then draft instructions around them, which is slow and brittle [3], [11]. Recent work, both in research and in emerging tooling, is moving toward automatically extracting assembly sequences from CAD, generating optimal or valid build orders, and then producing visual and textual guidance directly from that data [3], [11]. This CAD driven approach has two important consequences. First, it dramatically reduces the effort required to produce and maintain instructions, because changes in the product design can be propagated into the instruction set automatically. Second, it increases accuracy and consistency. When the instructions are generated from the exact CAD model of the product being assembled, the risk of mismatch between “the doc” and “the actual hardware” drops significantly [3], [11]. Commercial platforms have already begun to exploit this, converting CAD data into interactive, step by step 3D assembly views that users can rotate, zoom, and inspect at each stage of the process, reducing ambiguity and support burden [2], [11].
Finally, there is strong evidence from human-computer interaction research that systems which reduce cognitive overhead, present information in context, and adapt to the user’s real-time behavior lead to better performance and lower stress [5], [10], [13], [14]. Modern AR guidance systems have begun incorporating immediate feedback and error detection, rather than relying on end-of-line inspection [10], [14]. Adaptive training systems in industrial settings, including VR and AR trainers that monitor gaze, hand position, or timing, have shown that adjusting guidance to a trainee’s observed behavior improves both learning speed and retention [8], [14]. All of these findings point in the same direction: the next generation of assembly instruction systems will not be static documents. They will be intelligent, perceptual, conversational, and personalized.
In summary, the literature identifies a clear gap. Current instructions are static, generic, and expensive to maintain. The emerging alternative is an integrated, AI supported instruction platform that can (1) understand the product through CAD data, (2) understand the user and their progress through computer vision and interaction signals, and (3) generate context-aware, adaptive guidance through an LLM-driven interface, potentially presented through a web or AR front end. This project is aimed at building the foundations of such a platform.
[bookmark: _Toc212757610]1c. Scope of Project 
This project involves developing a web-based platform that generates personalized, step-by-step assembly instructions using a combination of Large Language Models (LLMs), computer vision, and a web platform that ingests PDF Assembly Packet. The goal is to create a modular and extensible system that can:
1. Extract tables and headings from a standardized PDF format.
2. Parse and analyse the input to extract components, sequences, and constraints relevant to assembly.
3. Use an LLM to dynamically generate human-readable instructions tailored to the user’s skill level.
4. Employ computer vision models to optionally track progress, identify errors, or recognize parts in real-time.
5. Provide the user with adaptive feedback and visual cues through a UI that may also include AR like representations.
In-Scope Features (we need to review this part)
· PDF Input Specifications with consistent sections
· LLM integration to generate natural language instructions.
· Web-based user interface to interact with the system.
· Instruction personalization based on predefined user personas
· QA checks if the info pulled out from PDF files matches already set rules for how it should be structured, formatted, and kept reliable.
· Real-time or dynamic update of instructions based on interaction.
Out-of-Scope (Initial Phase) (we need to review this part)
· CAD/CSV ingestion.
· Full AR hardware integration.
· Integration with physical robotic automation systems or real-world sensors.
· Industrial scale deployment or platform commercialization.
· Real-time feedback loops based on haptics or biometric sensing.
[bookmark: _Int_PoNj0tR1][bookmark: _Toc212757611]1d. Constraints and Criteria
Table 1: Constraints table and justification.
	CONSTRAINTS
	JUSTIFICATION

	The project must have a deterministic control sequence
	LLM cannot create or reorder steps

	The project must follow ISO 12100 when it comes to machinery safety
	Due to a problem with AI, some problems might appear that can cause too much torque etc.

	Data mapping must be over 90% correct
	Wrong specs can cause defects

	The project must achieve at least 75% score in System Usability Scale (SUS)
	Ensures acceptable usability for operators.



Table 2: Criteria table and justification.
	CRITERIA
	DESCRIPTION

	Minimizing the error reduction in assembly
	≥30% reduction in first-pass defects vs. baseline

	Minimizing the assembly processing time
	Improving the assembly time ≥10% faster

	Maximizing the scalability
	Playing active role in 10+ variants that requires assembly

	Maximizing the reliability
	Completing scripted demo runs without restart

	Minimizing AI hallucinations
	AI must not invent or alter engineering facts.

	Maximize planner accuracy
	100% precedence compliance; all mandatory rules placed verified by unit tests

	The project should have data privacy 
	There are International ethical principles

	Maximize usability
	75%<SUS<100%



[bookmark: _Toc212757612]2. Approach to Design and Plan for Information Gathering 
The development of the LLM based Personalized Assembly Instruction Platform follows an iterative and research-driven design approach that balances experimentation, modular integration, and user-centered evaluation. The project aims to combine large language models, computer vision, and web-based interfaces into a cohesive platform capable of generating personalized assembly instructions from a PDF file r structured product data. Because this project involves integrating several advanced technologies, each with different learning curves and dependencies, a flexible and adaptive methodology was chosen. The approach prioritizes incremental progress, where each subsystem (LLM, vision, PDF parser, and UI) can be developed and tested independently before being integrated into the final system. Throughout the process, emphasis will be placed on gathering technical and user feedback to refine usability, performance, and instruction clarity.
This section outlines the design process (2a), the information required for effective development (2b), and the design support tools and technologies (2c) that will be used to complete the project.
[bookmark: _Toc212757613]2a. Design Process 
The project will follow an iterative-incremental design process, inspired by Agile development principles. This approach allows the team to build the system progressively while continuously testing, validating, and refining each feature. It is particularly suitable for this project because the behaviour of LLMs and computer vision models is not always predictable, requiring experimentation and adjustment as integration progresses. The process also accommodates collaboration between team members working on different technical domains, such as frontend design, machine learning integration, and backend APIs, by dividing the system into independent yet interlinked modules.
The design process begins with a discovery and planning phase focused on defining user needs, understanding the data structures of PDF inputs, and establishing user personas that represent different skill levels (novice, intermediate, expert). This phase also includes mapping the interaction flow of the platform and creating wireframes using Figma to visualize how users will navigate through uploading a file, viewing personalized instructions, and interacting with the chatbot interface. Figma will serve as the main tool for modelling the system’s user experience and interface flow before implementation begins.
Once the foundational design is complete, the architecture of the system will be divided into its core subsystems: the LLM backend, the PDF parser, the vision module, and the web interface. Each subsystem will have clearly defined data inputs and outputs, allowing development to proceed in parallel. The backend will manage communication between the LLM and the front-end interface, while the vision component will detect or track object completion through pre-trained models like YOLOv8. This modular design ensures that early prototypes can be tested even before all components are fully operational.
The first implementation cycle will focus on developing a minimum viable system, capable of accepting structured product input and generating sequential assembly steps through the LLM. This will establish the foundational pipeline of the platform: uploading a dataset, generating textual instructions, and displaying them in a browser-based interface. The following iterations will progressively expand the platform’s intelligence and interactivity, introducing PDF parsing, user skill adaptation, and basic progress tracking using computer vision. A later stage will integrate conversational interaction, allowing users to ask questions or request clarification from the LLM through a chat-style interface. Each iteration will undergo usability testing to assess clarity, instruction accuracy, and user satisfaction.
The process concludes with a final integration and refinement phase, where all modules are merged into a cohesive system. At this stage, testing will ensure that the LLM generated instructions align with PDF derived data, and that the UI behaves consistently across browsers. Feedback from user testing will inform visual and functional improvements, and the final version will be documented, demonstrated, and prepared for capstone evaluation. Overall, this iterative process promotes adaptability, continuous learning, and quality assurance throughout development.
[bookmark: _Toc212757614]2b. Required Information 
To build a system capable of personalized instruction generation, several categories of information are required throughout the design and development stages. The first and most critical source of data is product structure information, derived from PDF files. This information must include part identifiers, relationships between components, assembly order, and any necessary constraints such as alignment or fastening requirements. Understanding how this information is represented in various file formats (such as STEP, STL, or standard CSV schemas) will guide the design of the parsing algorithms and data processing pipeline.
Equally important is user profiling and behavioral information. Since the platform’s core purpose is to personalize instructions based on user skill, the design must incorporate assumptions or collected data about different user types. This can include prior experience level, preferred detail of explanation, pacing, and familiarity with terminology. These variables will influence how the LLM formats and presents its output, such as providing more explicit descriptions to novices and more concise summaries to experts.
The instructional logic and task breakdown are also essential areas of investigation. This includes how an assembly task can be logically divided into discrete steps and how dependencies between those steps are represented. For instance, the system must know that inserting screws cannot precede aligning the casing. Gathering reference data from real assembly manuals, existing AR instruction platforms, or open-source assembly datasets will help train and test this sequencing logic.
From a technical perspective, the team will need to gather integration information for the APIs and frameworks being used. This includes LLM API documentation, such as from OpenAI or HuggingFace, as well as the specifications for computer vision libraries like YOLOv8 and OpenCV. Additionally, the communication protocols between the frontend (React) and backend (FastAPI or Express) must be clearly defined, including data formats (typically JSON), request-response structures, and latency tolerances. For vision integration, labeled datasets or example images of assembly parts may be required to test object detection and track accuracy.
Finally, evaluation criteria need to be defined early on to measure success. This may include the clarity of instructions, user satisfaction ratings, instruction generation time, and system responsiveness. Collecting this information during testing and iteration will be essential for refining the platform and demonstrating measurable improvement over traditional, static instruction systems.
[bookmark: _Toc212757615]2c. Design Support Tools 
A range of design and development tools will be employed to build the platform frontend, backend, and AI components, ensuring a cohesive and scalable system architecture. For interface design and prototyping, Figma will be the primary tool used to visualize user flow and structure the web-based interface before coding begins. It enables rapid iteration and real-time collaboration, which is essential for aligning the UI with functional requirements. Figma will be used to design the dashboard, file upload system, instruction viewer, and chat-based interaction panel, providing clear prototypes for both developers and stakeholders.
For system implementation, the frontend will be developed using Next.js, a React-based framework chosen for its strong performance with dynamic content, built-in API routes, and compatibility with AI-driven web tools. Next.js allows seamless server-side rendering and incremental static regeneration, which ensures the interface remains fast and scalable even when fetching instruction data from the AI backend. Its modular component structure also makes it ideal for integrating user-specific instruction panels and interactive feedback elements in real time. Styling will be handled with Tailwind CSS, which allows rapid development of responsive, consistent layouts with minimal manual CSS overhead.
The backend will be fully developed in Python using FastAPI, selected for its high performance, asynchronous request handling, and tight compatibility with AI and data processing libraries. FastAPI also provides automatic API documentation via OpenAPI and Swagger, making it easy to test endpoints and share them with the team during development. Since Python will also be used for PDF parsing and data handling, and AI integration, keeping the backend in Python ensures smooth communication across all subsystems and avoids unnecessary translation between programming environments. Libraries such as pandas will manage structured data parsing from PDFs.
For AI processing, the system will integrate with GPT-5 through the OpenAI API. GPT-5 is chosen for its strong contextual reasoning, advanced instruction following capabilities, and ability to produce structured outputs aligned with product data. It will form the core of the instruction generation pipeline, using the parsed PDF data as context to create adaptive and user-specific assembly instructions. Its flexible architecture also allows fine-tuning or prompt-engineering for specific product categories, which supports scalability in mass customization scenarios, where each product variant or user profile requires slightly different assembly guidance.
Version control and collaboration will be managed through Git and GitHub, supporting issue tracking, code reviews, and documentation. Notion or Trello will be used for project management, sprint tracking, and task assignments, keeping design and implementation aligned. For testing and debugging, Postman and Swagger UI will be used to validate backend APIs, while Pytest will handle backend logic testing and Jest will verify frontend component behavior. Together, these tools create a modern, integrated development environment that supports iterative design, AI experimentation, and user-centered refinement, ensuring the platform remains both technically robust and responsive to real-world assembly applications.
[bookmark: _Toc212757616]3. System Architecture Overview
At its core, the platform consists of four primary subsystems: the front-end web interface, the back end API server, the AI engine, and the data management layer. Each subsystem interacts through clearly defined data exchange protocols using lightweight JSON structures and RESTful APIs.
The frontend is a React based web application that allows users to upload product files, interact with the assembly assistant, and view step by step personalized instructions. The interface also displays progress indicators, visual cues, and messages generated by the LLM. User inputs—such as skill level, product type, or clarification of queries are sent to the backend for processing.
The backend serves as the communication hub between the user interface and the AI models. It handles routing, authentication, file storage, and API communication. Depending on the implementation of language chosen, this component will be built using either FastAPI (Python) or Express.js (Node.js). FastAPI provides natural compatibility with Python-based machine learning frameworks like PyTorch and OpenCV, while Express.js enables tight integration with web-focused services. The backend is also responsible for formatting data from uploaded PDF files into a structured representation that can be consumed by the AI engine.
The AI engine comprises two major modules: the LLM instruction generator and the computer vision analyzer. The instruction generator uses an API (e.g., OpenAI GPT 5 or a local LLaMA 2 model) to interpret structured input data and produce personalized, context aware assembly instructions. This includes adapting the language and level of detail according to the user’s skill level and detecting missing or out of sequence steps. The vision module, implemented with YOLOv8 and Segment Anything (SAM), provides visual awareness by detecting components, tracking assembly progress, and verifying that each step has been completed correctly.
Finally, the data management layer handles input and output data storage. PDF files uploaded by users are temporarily stored for parsing and analysis. The parsed component data and generated instruction logs are kept for session persistence and later retrieval. Data structures are organized in JSON format to maintain flexibility and portability across modules.
[bookmark: _Toc212757617]3.2 Data Flow and Interaction
The flow of data through the system follows a logical and continuous cycle designed to maintain responsiveness and accuracy. The process begins when the user uploads a PDF file through the web interface. This file is sent to the backend, where it is parsed by the PDF module. The parser extracts the essential product information, including part identifiers, hierarchy, and assembly sequence. This structured dataset is then formatted into a prompt template for the LLM.
The LLM receives this structured input along with contextual parameters such as the user’s skill level, preferences, and prior interactions. Based on this information, the model generates a series of assembly instructions that are coherent, technically accurate, and personalized in tone and complexity. The backend relays these instructions to the frontend, where they are presented step-by-step to the user.
Meanwhile, the computer vision module may operate in either a live or simulated mode. In live mode, the user can upload or stream images of their assembly process, which the vision model analyzes to detect the presence or absence of specific components. When an object is correctly identified, the vision module communicates this information to the backend, updating the current task status (e.g., “step complete”) and triggering the LLM to advance to the next instruction. This creates a continuous feedback loop between the user’s physical actions, the AI’s understanding of progress, and the visual and textual guidance presented on-screen.
In the case of conversational interaction, the user can query the assistant through a chat interface. These inputs are routed directly to the LLM through the backend, where the model’s conversational context enables it to reference prior steps, clarify ambiguities, or provide additional detail. The updated response is then rendered dynamically in the chat panel of the user interface.
Overall, this data flow ensures a seamless integration between perception, reasoning, and presentation. The modularity of the architecture allows each subsystem: the LLM, vision engine, and interface; to evolve independently without breaking the communication logic.

[bookmark: _Toc212757618]3.3 Implementation Plan
The implementation will proceed in five major stages, each building upon the previous iteration to ensure a fully functional and demonstrable prototype by the end of the capstone timeline.
Stage 1: Core Pipeline and Data Integration
Development begins with the backend API and data parsing modules. A simple PDF parser will be implemented using Python’s Pandas library. The goal of this stage is to establish the full data path. From file upload to structured part list; to confirm that the backend correctly processes and outputs usable metadata for the AI module.
Stage 2: LLM Instruction Generation
Once data parsing is complete, the LLM integration will be implemented using the OpenAI GPT 5 API. The backend will format PDF derived data into structured prompts for the model, instructing it to generate step-by-step assembly instructions. During this stage, user profiling (skill levels) will be added as a control variable to influence instruction style and complexity. Early outputs will be tested for accuracy, conciseness, and clarity. 
Stage 3: Frontend Development and UI Prototyping
In parallel with LLM integration, the frontend interface will be developed in Next.js, using Tailwind CSS and ShadCN UI for styling. The user interface will include a file upload area, progress tracker, and chat window. Wireframes created in Figma during earlier stages will be used as reference for the page layout, typography, and color scheme. This stage ensures that the platform is visually cohesive and easy to navigate. The UI shows tool or torque badges inside each step and records timestamps when users click “Next.” These lightweight logs help to see which steps take longest so we can simplify wording later.
Stage 4: Computer Vision and Real-Time Feedback
In this stage, computer vision is implemented as a progress tracking and visual feedback system rather than as the basis for determining assembly logic. The actual steps, order of operations, and component relationships continue to be defined entirely by the PDF data that describe the product, which the AI engine interprets and converts into structured assembly instructions. The vision module operates as a supportive layer that observes the workspace and estimates the user’s progress through these predefined steps. Using a lightweight detection pipeline, such as YOLOv8 combined with OpenCV, the system identifies the presence or absence of key components or subassemblies corresponding to major checkpoints in the assembly process. During development, static images captured after each major step will be used to simulate detection accuracy and validate the mapping between visual cues and the structured task model derived from PDF data. Once this mapping is reliable, the system can be extended to accept live webcam input for demonstration purposes, periodically analyzing frames to detect when the user appears to have completed a step. When progress is recognized, the backend communicates with the frontend to automatically update visual indicators, such as marking a step as complete or highlighting the next instruction. This integration provides the user with an intuitive, real-time sense of progress, similar to an automated progress bar that updates as the assembly advances. Importantly, the vision module’s function remains purely informational; it does not alter the instruction flow, enforce correctness, or affect safety-critical logic. Its purpose is to visually synchronize the digital interface with the physical assembly state, ensuring that users always have a clear and responsive understanding of where they are in the process.
Stage 5: System Integration, Testing, and Optimization
The final stage involves integrating all subsystems into a unified environment. Extensive testing will be performed to evaluate the reliability of data flow, synchronization between LLM and vision outputs, and user interface responsiveness. The system will be optimized for latency and usability, ensuring that instruction generation and updates occur within acceptable timeframes. Documentation will be completed in parallel to capture the system architecture, API design, and testing results for submission. During testing, with reviewing the step logs to remove slow or confusing wording. There will also be a short usability survey after the test runs, so there can be small text/layout tweaks.
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The architecture is intentionally modular to support future expansion. Each subsystem; LLM, vision, PDF parsing, and UI, can be replaced or upgraded without major architectural changes. For instance, if a more advanced LLM (such as GPT 5 or an open-source equivalent) becomes available, it can be integrated by modifying the API interface layer only.
This modular design also supports scalability for larger datasets or industrial use cases. The system could easily be adapted to handle assembly line monitoring, multi-user collaboration, or integration with robotic systems in future iterations. By maintaining clear communication protocols and independent processing layers, the architecture ensures both immediate functionality for the short term project and long-term potential for research or industry extension.
[bookmark: _Toc212757620]3.5 Quality Assurance and Safety Integration
In this phase, the team focuses on making the system work completely; by ensuring it  only follows real world physics rules and safety standards ever get to the end user. The reliable planning tool decides the order of steps and LLM focuses on paraphrasing. A validator enforces practical engineering rules like preserving tool access, route cables before closing covers, apply gaskets or adhesives with cure timers, and using multi pass cross star torque sequences.
For things like bolts, the system calculates the exact tightness needed that is based on their size, strength, and used lubrication with a strict rule that it must be within 10% of the target to mark it as done for proof. For the sensing tech, calibrating the camera setup precisely (measuring pixels to millimeters) and saving it, with a super-tight accuracy goal of no more than 0.20 mm error anywhere in its view. 
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The AI engine is the core of the personalized assembly instruction platform. Its function is to transform raw product definition data into clear, structured, user-adaptive assembly guidance that can be delivered through the web interface. In traditional workflows, this role is filled by a combination of process engineers, technical writers, and static manuals. In this system, the AI engine assumes those responsibilities in software. This section describes, in detail, how the AI engine is designed to operate. It explains how it ingests and interprets PDF data, how it represents assembly tasks internally, how it uses a Large Language Model to generate instructions for different types of users, and how it supports user interaction throughout an assembly session.
The AI engine is organized into three cooperating layers: the Product Understanding Layer, the Instruction Generation Layer, and the Adaptive Interaction Layer. The Product Understanding Layer is responsible for extracting structured information about a product from PDF input. The Instruction Generation Layer is responsible for producing step-by-step assembly instructions in a structured form. The Adaptive Interaction Layer is responsible for maintaining the evolving state of the user session and answering clarification questions in context.
For the language model component, the system will employ GPT 5 as the core engine for instruction generation and interaction. GPT 5 is chosen because of its strong reasoning capabilities, structured output control, and contextual adaptability, which are essential for generating step by step assembly guidance that remains consistent with PDF derived data. It can interpret structured input, produce machine-readable instruction sets, and vary tone and complexity based on user skill level. This model also supports multimodal extensions, which allows future integration with image or sensor data if the project expands beyond text-based interaction. The use of GPT 5 enables the platform to scale effectively for mass customization, where each product variant may require slightly different instructions. Instead of manually creating new manuals for every configuration, the AI engine can dynamically generate accurate, user-specific guidance for any product defined through PDF data, ensuring efficiency and consistency across highly individualized manufacturing processes.
[bookmark: _Toc212757622]4.1 Product Understanding Layer
The Product Understanding Layer is responsible for converting unmanaged inputs, such as a part spreadsheet or an exported PDF description, into a consistent internal data model that the rest of the system can use. This is the part of the AI engine that turns files into something machine-readable.
The system is expected to support one input format during the capstone:
1. PDF style bill of materials or assembly description or hardware manual. This is a table (for example, a spreadsheet exported as PDF) that contains rows such as part name, part ID, quantity, fastener type, parent assembly or mating location, tools required, and any notes.
The goal at this layer is not to render geometry. The goal is to infer sequence logic and constraints. The AI engine does not need to see a mesh or STEP file directly to be useful. What it needs is: which parts exist, what attaches to what, in what order, using which tools or fasteners, and what conditions must be satisfied for the step to be considered correct.
To achieve this, the backend will parse the upload and build an internal object that we will refer to as the assembly graph.
The assembly graph captures four kinds of information.
First, it captures parts. Each part is represented as an object with fields such as part_id, human_readable_name, type or role, quantity, and any notes that affect assembly. For example:
part_id: "P3"
name: "Main PCB"
role: "Control board"
qty: 1
notes: "Sensitive. Do not bend."
Second, it captures relationships. A relationship describes how two parts or subassemblies join, and under what condition. For example:
attach "Main PCB" to "Bottom Housing"
using "M3x10 screw" quantity 4
orientation requirement: "USB-C port must align with side cutout"
tightening requirement: "Finger-tight only at this stage"
These relationships make it possible to reason about assembly order, because they define which parts depend on which other parts already being in place.
Third, it captures constraints. Constraints describe safety notes, handling warnings, torque limits, alignment rules, polarity, cable routing, and similar requirements. The purpose of tracking constraints formally is that they later become caution language in the generated instructions without relying on someone to remember to add them.
Fourth, it optionally captures tool requirements. For example:
tool: "Phillips #1 screwdriver"
torque: "Light pressure only"
ESD: "Use ESD mat if available"
All this information is stored in a structured format on the backend, in plain JSON. It is not yet phrased in human language. At this point the data is still machine-facing. It is meant to be consumed by the next layer.
One important responsibility of the Product Understanding Layer is step inference. The assembly graph can be interpreted as a partially ordered dependency tree. If the PCB must sit in the housing before the top plate can be installed, that implies the housing is placed first, then PCB insertion, then initial screw placement, then top plate alignment, then final screw tightening. The backend can generate an initial step ordering by following those dependencies. This is essentially a topological sort with some heuristics. For example:
Step group 1: place bottom housing
Step group 2: seat PCB into housing
Step group 3: insert screws lightly
Step group 4: align top plate
Step group 5: tighten screws fully
Step group 6: install diffuser if LED variant
This step list is not yet clean enough to show to a human, but it captures the procedural intent. It forms the skeleton that the Instruction Generation Layer will expand.
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The Instruction Generation Layer is where the Large Language Model is used. The role of this layer is twofold. It converts machine-facing structure into human facing instructions. It also adapts those instructions to the skill level and context of the specific user.
The Instruction Generation Layer takes as input the assembly graph and the preliminary step ordering described above. It then constructs a prompt to the LLM. The LLM is not asked to invent the parts or guess what exists. Instead, the LLM is explicitly given a complete structured description of the product, the dependency ordering, the specific joining operations that must occur, and the safety or alignment constraints that were parsed from the PDF.
A typical prompt to the model will include:
1. A system message that fixes the LLM's role. For example, "You are an assembly instruction generator. You generate step by step instructions for physical assembly tasks. You must follow all provided constraints. You must not invent parts, tools, or steps that are not included."
2. A developer level instruction that defines the output format. The LLM will be told to output valid JSON with a strictly defined schema. Each step in the output must include certain fields. For example:
index
instruction_text
involved_parts
required_tool
caution
success_check
The reason we require structured output instead of plain paragraphs is practical. The front end and the rest of the system need to be able to render and reference individual parts of the instruction in a consistent way. For example, we can show the caution field in red, or show the success_check field as a mini "does it look like this" checklist. For future expansion, the success_check field can be connected to photos or CAD thumbnails.
3. The product definition. This is the structured object from the Product Understanding Layer. It includes the list of parts, their human readable names, the relationships between them, tool requirements, torque rules, orientation constraints, and any special instructions such as "do not overtighten yet" or "do not pinch the ribbon cable." All of this is given to the LLM so it can reuse the exact phrasing and details.
4. The user profile. The prompt explicitly tells the LLM which kind of user it is writing for. For example:
 "user_skill": "novice" or "user_skill": "expert"
The model is instructed how to adapt tone and pacing to that profile. For a novice, it is told to provide orientation cues, explain why a step matters, and warn about common mistakes. For an expert, it is told to be concise, assume comfort with tools and terminology, and only include warnings for steps that can cause lasting damage or safety issues.
5. The preliminary step ordering. The backend tells the LLM what order we believe the assembly should proceed in, based on the dependency logic extracted from the product data. The model is not being asked to invent the order out of thin air. Instead, we are telling it, "Here are the logical step groups. Rewrite them as human instructions, expand them, and attach safety, verification, and tool usage."
In response, the LLM returns a structured task plan. This task plan is now human-focused. For each step, the model provides:
· Instruction text. This is a direct, imperative style sentence or short paragraph that tells the user what to do next. For example, "Place the PCB into the Bottom Housing. The USB connector should face the rectangular cutout on the left side."
· Involved parts. This is a list of parts that the user must have in hand for that step. This allows the interface to present a parts checklist at each step, which replaces the typical manual problem of flipping back to a parts overview page.
· Required tool. If any tool is needed, it is named here, using the same terms the user will likely understand. For example, "Phillips #1 screwdriver."
· Caution. This isolates the risk or delicate part of the action. For example, "Do not overtighten. Stop when the screw head first touches the board. The screws will be fully tightened later." Isolating caution language has two benefits. First, safety and part integrity concerns are not buried inside a wall of text. Second, novice users often seek reassurance that they are not about to break anything. This field directly addresses that anxiety, which is one of the main causes of hesitation and frustration in assembly tasks.
· Success check. This field tells the user what "correct" looks like. For example, "The PCB sits flat in the housing. The USB port lines up exactly with the side opening. The board does not rock if you tap it gently." This is critical because it reduces cognitive load. Instead of guessing if a step is done correctly, the user can compare against a simple descriptive checklist. There is published evidence that providing immediate, contextual confirmation of correctness reduces confusion and rework for inexperienced assemblers, especially in early steps before they have internal confidence.
The result is that the model does not simply output one long manual. It outputs a structured sequence of steps, where each step is a data object that the frontend can present in a controlled way. This has important consequences for quality and maintainability.
First, it means the system can adapt its presentation in the UI without regenerating the instructions. For example, you can highlight caution in red, or collapse the advanced explanation for expert users, or display the success_check as a "did you get this outcome" yes or no prompt.
Second, it means instructions can be regenerated at any time if the PDF changes. When the design team revises the product, you upload the new structure, regenerate the assembly graph, and call the LLM again. The result is an updated instruction set that stays synchronized with the current product definition. This is a known industrial pain point. Today, when a product is updated, someone has to redo the manual. This is slow, repetitive work, and it often lags behind design changes. Automating this step ties documentation directly to product reality.
Third, it supports future extension to multiple variants of the same product. If the uploaded data indicates that the current unit includes optional components, for example an LED diffuser, the assembly graph will include that branch, and the prompt can tell the LLM to include or exclude those variant-specific steps. This gives you configuration specificity without maintaining a dozen separate static manuals.
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The Adaptive Interaction Layer is how the AI engine continues to be useful after the initial instruction set is generated. Generating a set of steps is only part of the problem. The other part is what happens while the user is actually following those steps, and something is unclear.
Traditional instructions fail here. If a user gets stuck, the manual does not change, it does not slow down, it does not elaborate. The person either guesses or has to look for a forum, a video, or a supervisor. The Adaptive Interaction Layer is designed specifically to solve that gap, even in the absence of computer vision.
The Adaptive Interaction Layer maintains a live session state. The session state tracks:
Which step the user is currently on.
Which steps have been marked complete.
Which clarifications the user has already asked about.
Which cautions were triggered or emphasized.
This session state is stored on the backend. Each time the user advances a step or asks a question, that state is updated.
When the user asks for clarification or reports a problem, the backend constructs a targeted follow up prompt to the LLM. The LLM is not asked "What do I do now?" in a vacuum. It is given all of the following context:
The specific step object from the structured task plan, including the instruction_text, the parts involved, the caution, and the success_check for that step.
The user's question verbatim. For example, "The PCB is not sitting flat on the left side. Is that okay?"
Any special constraints or warnings associated with that step. For example, "Do not trap the ribbon cable under the PCB" or "Do not apply full torque until the top plate is aligned."
Any past clarifications for this same step, so the model does not repeat information that has already been provided.
The model is then instructed to answer as an on-demand assistant for that step only. It is told to avoid introducing new steps that are not in the plan, and to avoid contradicting constraints in the plan. It is told to diagnose likely causes for the user's issue and suggest corrective actions that are consistent with the provided constraints.
For instance, in response to "The PCB is not sitting flat on the left side. Is that okay" the model might respond with:
"It should sit flat. Gently lift the PCB and check that no cable or plastic tab is trapped underneath on the left side. If something is blocking it, remove that obstruction and reseat the PCB before inserting screws. If the PCB rocks or sits at an angle, later parts will not align correctly."
This response is grounded in the provided context. The model is not hallucinating a new part or improvising a brand new step. It is interpreting the existing step's intended outcome (the PCB should sit flush) and giving a human style corrective action that matches that intention. This is exactly the type of guidance that static manuals fail to provide, and it is where real human trainers add the most value.
The Adaptive Interaction Layer also allows the AI engine to pace the user. The system can decide not to automatically jump to the next step until the user explicitly confirms that the success_check criteria are satisfied. For novice mode, the interface can even restate the success_check as a confirmation question the user must acknowledge, such as "Is the PCB flat and aligned with the cutout." This has two benefits. First, it forces the user to self-inspect before moving on, which reduces the kind of cascading error where a small misalignment early on ruins later steps. Second, it creates useful data. If most users hesitate at Step 2 and ask for clarification, that tells the engineering team that Step 2 is high-risk and deserves redesign or clearer mechanical affordances.
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The LLM is powerful, but it is also a general model. To keep it aligned with safe and accurate assembly behavior, the AI engine supplements the model with preloaded guidance and constraints. This is not fine tuning at training time, which is expensive. This is controlled prompting and controlled context at runtime.
There are three categories of preloaded knowledge that the AI engine will provide to the LLM before or during generation.
The first category is base handling and safety practices. Examples include "Do not overtighten screws until alignment is confirmed," "Do not pinch ribbon cables," "Support the PCB when inserting connectors to avoid flexing it," and "Do not force press fit components. If they resist, remove and reorient." These are common best practices in electronics assembly and mechanical subassembly that apply across many products. They can be included as reusable instruction snippets or as part of the system message when generating steps. Including this baseline guidance is important because traditional manuals frequently omit experiential warnings, leaving inexperienced users vulnerable to early mistakes such as cracked housings or stripped threads.
The second category is terminology and naming standards. The platform should maintain consistent naming across the entire generated instruction set. For example, if the PDF calls a part "TOP_PLATE_V2" and the CSV export calls it "LID_ASM", the system should normalize that to "Top Plate" so the user sees a human readable and stable term throughout the instructions. The AI engine will enforce this normalization by passing in a mapping table as part of the structured product definition. The prompt will explicitly instruct the model to always refer to part_id "TOP_PLATE_V2" as "Top Plate" and never to introduce any other label. Consistency of naming is one of the top issues in many manuals and directly affects user confidence.
The third category is structural phrasing rules. The system will tell the LLM how to write, not only what to write. For example:
Use direct imperative voice ("Insert the PCB into the housing").
Avoid vague qualifiers ("a little," "some force") unless absolutely necessary, and when used, clarify them in physical terms ("press until it is fully seated and no gap is visible").
Always include a success_check for each step so the user knows what correct completion looks like.
Always include a caution if there is any realistic way to damage a part or create a safety issue in that step.
By enforcing this style through the system message and developer message every time we prompt the LLM, we create consistent output quality. This approach of constraining output with an explicit style and schema is consistent with current best practice for using general LLMs in procedural and safety-related domains. It keeps the model in a reliable groove and prevents it from drifting into storytelling, speculation, or missing safety notes.
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The AI engine architecture is designed to replace traditional static instruction manuals with a structured, adaptive, and context-aware instruction system anchored directly to the product definition rather than to an outdated PDF. The Product Understanding Layer ingests PDF content and builds an assembly graph that captures parts, relationships, constraints, tools, and ordering. The Instruction Generation Layer uses that assembly graph to construct a structured task plan, using a Large Language Model to produce human readable, step by step instructions that include cautions, tool requirements, and visual success checks. The Adaptive Interaction Layer maintains session state during assembly, supports clarification and troubleshooting questions from the user, and delivers targeted responses that respect the known constraints of the product and the known intent of each step. Throughout the process, the AI engine also injects preloaded safety practices, naming consistency, and stylistic constraints to keep instructions clear, correct, and aligned with best manufacturing and assembly practice.
In this architecture, the AI engine is not simply answering questions. It is acting as a process planner, an instruction author, and an interactive assistant. It transforms structured product data into a guided experience that changes based on who is doing the assembly and what that person needs to understand at each step. Even without any live perception, that alone addresses three of the biggest historical failures in assembly documentation: static instructions that never adapt, high cognitive load caused by ambiguous diagrams and missing context, and the high effort and cost required to maintain instructions whenever the product design changes.
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[bookmark: _Toc212757628]5a. Team Roles and Responsibilities 
Our team operates with clearly defined roles to maintain ownership while fostering a collaborative culture that prevents any task from becoming a burden on any one member. Arnold Tom-George, our Systems Engineer, leads the architecture and backend pipeline, transforming manuals and PDFs into schema-valid, logged outputs. Pratham Patel, Software Engineer, focuses on PDF ingestion, OCR and segmentation quality, CI/CD integration, and performance hardening. Cole Mayke, also a Software Engineer, owns the user experience, building the Next.js interface that delivers citation-linked steps, persona-aware wording, accessibility features, and progress gating. Coskun Kahramanoglu, our Design Verification Engineer, anchors safety and validation by translating manual intent into ground truth, aligning cautions with ISO principles, and executing our validation protocol, measuring coverage and precision, user time and defects, clarity, and SUS scores.
Despite these defined responsibilities, we operate as a unified team. We group up on complex challenges, cross-review each other’s code and documentation, and dynamically shift effort as deadlines approach. This ensures that every milestone is delivered with both functional integrity and the validation evidence to support it.
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[bookmark: _Toc212757633]Table 1: Roles and Responsibilities
[bookmark: _Toc212757629]5b. Work Plan and Major Deliverables 
The project centers on transforming instructional manuals and PDFs into structured, persona-appropriate guidance flows. The system takes a manual as input, extracts and segments steps, rewrites them for clarity and relevance, and renders a simplified, citation-linked instruction flow in the UI. Each step is anchored to its source page or paragraph, with optional snippet previews and simple image crops from the PDF.
This Proposal Report locks the scope and success metrics, and defines Step Schema v0.9, including fields such as step_text, source_page, caution, tools, and success_check. The January 16 Proposal Memo finalizes the architecture: PDF input flows through a parser or OCR (if scanned), followed by section and step segmentation, then LLM based rewriting into the schema, and finally UI rendering. Citation style, whether page references or text spans, is also decided.
The first Design Review (Alpha) on January 27 showcases an end-to-end demo using a sample PDF. The demo includes upload, automatic step extraction and segmentation, schema validation, and UI rendering of persona-tailored steps with cautions and progress gating. Each step links back to its source in the PDF. Vision features are excluded, as are CSV and CAD support. The goal of this initial design review is to get a working Alpha version of the project with the basic feature set. 
By the February 13 Interim Report, the Beta version improves segmentation accuracy, enforces stricter schema validation, and introduces clearer error messaging. SUS Round-1 is conducted on two manuals, and a draft validation protocol is developed focusing on three areas: (1) extraction coverage and precision against a hand-labeled gold set, (2) user time, first-pass defects, and clarity, and (3) System Usability Scale (SUS) scores.
Design Review #2 on March 10 marks the feature-complete milestone. Quality-of-life enhancements include inline PDF previews with highlighted source spans, step search and filtering, bookmarking, and basic performance improvements such as caching and graceful OCR fallbacks. Optionally, static image crops (e.g., figures) are displayed alongside steps when available in the manual.
The April 1 poster tells the story from problem statement to PDF pipeline, culminating in rewritten, gated instructions and validation results. The final report and memo, due April 6, deliver a release candidate with a reproducible pipeline (including sample PDFs and cached plans), full documentation, validation against the baseline of manual reading, and a discussion of limitations and future directions.
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[bookmark: _Toc212757630]5c. Fee Estimate 
To budget the design phase, we used a simple and transparent model based on equal effort from all four team members. Labour is valued at $35/hour, a fair rate for capstone-level engineering work. Each member is expected to contribute 100 hours, totaling 400 hours and a labour cost of $14,000.
We added two standard project costs: 15% overhead ($2,100) to cover meetings, documentation, CI maintenance, and reporting; and 10% contingency ($1,400) as a reserve for unexpected issues like schema tweaks or demo refinements. The total estimated cost for the design phase is $17,500, with each member’s labour valued at $3,500. Overhead and contingency are shared across the project.
We assume no non lab expenses during this phase, as labs, computing resources, and basic materials are provided. Any future purchases or test fixtures will be scoped and approved separately. The model adjusts easily if the course changes the labour rate or overhead. For example, a $5/hour shift changes labour costs by $2,000, with overhead and contingency recalculated accordingly.
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[bookmark: _Toc212757635]Table 3: Fee Breakdown per Member and Deliverable
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Begin by confirming with Dr. Yang that PDF/manual ingestion is the exclusive input format and that Design Review #1 (DR#1) expects an Alpha demo showcasing the full pipeline; from PDF upload to a citation-linked, gated step flow, explicitly excluding CSV, CAD, and live vision features. Then, gather 2, 3 representative manuals and hand-label a small gold set mapping pages to steps, cautions, and tools to establish a baseline for extraction quality. Finalize and freeze Step Schema v1.0 tailored for PDF use and bring the repository and CI pipeline online with schema validation, linting, tests, and OpenAPI support.
Build the Alpha version with core components: PDF parsing (including OCR fallback for scanned documents), section and step segmentation, LLM based rewriting into the schema, and a Next.js UI that renders persona-specific instructions, cautions, and progress gating with clickable citations linking back to the original PDF page or span. After the first design review, transition to Beta by refining segmentation accuracy and schema validation, conducting SUS Round-1 usability testing on two manuals, and finalizing the Validation Protocol. This protocol will measure extraction coverage and precision against the gold set, user time and first-pass defects, clarity, and SUS scores.
For Design Review #2 (feature complete milestone), implement quality-of-life enhancements including inline PDF previews with highlighted source spans, step search and filtering, bookmarking, and basic performance improvements such as caching and graceful OCR fallback. In parallel, begin drafting poster and final report templates, and define the reproducible release bundle comprising sample PDFs, cached outputs, a runbook, and a short demo video. Throughout the project, actively track risks such as OCR quality, ambiguous step phrasing, and LLM drift, and manage scope with lightweight change notes to ensure alignment and control.
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